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Abstract— The most common broadband access technology today 
is the (Asymmetric) Digital Subscriber Line (A)DSL. As the name 
implies, ADSL allocates the bandwidth of upstream and 
downstream asymmetrically, significantly favoring the 
downstream direction. Popular applications that serve content 
over these networks in the upstream direction, such as peer-to-
peer (P2P) applications, efficiently utilize the comparably small 
uplink capacity but potentially disturb inelastic traffic (e.g. voice 
or games) with an intolerable delay penalty. Effectively, this can 
render these applications useless. 

In order to solve this problem, a new delay-based congestion 
control for this type of P2P background traffic has been 
proposed. It attempts to utilize the full upstream capacity in the 
absence of other traffic, otherwise yields to that traffic. This 
paper describes an implementation and analysis of this new 
congestion control algorithm in a realistic DSL laboratory setup 
using a production Multiservice Access Node (MSAN). Using a 
variety of DSL modems and settings, this worse-than-best-effort 
transport protocol is further compared to alternative means 
solving the same problem. 

Keywords-LEDBAT, (A)DSL, worse-than-best-effort transport, 
protocol verification 

I.  INTRODUCTION 

Much of the Internet was build around the assumption that 
communication would largely follow the client/server 
paradigm. In other words, in the upstream direction, i.e. from 
the end host towards a server, the traffic would mainly consist 
of small requests and signaling, while on the downstream 
larger pieces of data would flow. A clear manifestation of this 
assumption is the asymmetric nature of access network 
technology such as popular variants of the Digital Subscriber 
Line (DSL) with a worldwide market share in the broadband 
segment of nearly 60% [1]. Typically, DSL comes in some 
form of Asymmetric DSL (ADSL) [2] where the downstream 
offers rates significantly larger than the upstream. In a 
client/server world this is a sensible approach. 

For most applications, the client/server paradigm still 
serves us well and it will do so for the foreseeable future, 
especially as many high bandwidth services (e.g. video 
streaming) become increasingly popular. But the Internet is not 
just a client/server environment any more. A significant 
fraction of the traffic in today’s network comes from the edges, 

most prominently from peer-to-peer (P2P) applications [3]. 
These are often file sharing applications such as BitTorrent but 
also other applications such as the popular game World of 
Warcraft [4] make use of content distribution amongst peers 
instead of serving content from a data center or server farm 
alone.  

In general, peer-to-peer applications, most prominently file 
sharing applications, are subject to a lot of controversy. 
Leaving legal issues aside, the core problem is about handling 
the traffic that P2P applications generate. ISPs e.g. continue to 
complain about the sheer volume of data that they have to carry 
and that uncontrollably crosses inter-connections that are 
expensive for them [5]. 

Ironically, the other group that can suffer from the impact 
of P2P traffic are the users of the P2P applications themselves. 
With the wide-spread deployment of ADSL, more often than 
not, peers of a P2P application are behind an asymmetric 
access line. Serving content over a relatively small uplink can 
have severe implications for these end users, more specifically 
for the applications they are running in parallel with P2P-like 
applications. The general problem is that in a peer-to-peer 
network content is served over the uplink. As this is the 
bottleneck in ADSL, congestion is likely to occur there. Often, 
DSL modems have rather large buffers implementing a simple 
FIFO drop tail queuing discipline. The packets of P2P 
applications (which are usually a kind of background traffic 
without any time/delay constraints) and inelastic traffic such as 
VoIP, but also regular Web browsing to a lesser degree, end up 
in the same queue unprioritized. The congestion control 
algorithm [6] used by TCP is designed to fill this queue which 
can result in queuing delays in the order of seconds in the case 
of over-dimensioned buffers and low upstream rates, far 
beyond what e.g. VoIP or online games are tolerating. Ideally, 
P2P traffic would occupy the uplink’s full capacity in the 
absence of any other traffic otherwise yields to that traffic 
instantaneously. 

A step towards this goal is the recently, in the IETF 
proposed Low Extra Delay Background Transport (LEDBAT) 
[7]. It aims at adding only a certain incurred maximum extra 
delay to the estimated minimum delay (i.e. occupy the DSL 
modem buffer only to a certain, sufficiently low degree). An 
increase in this delay suggests other traffic to fill the modem 
buffer which triggers LEDBAT to reduce the sending rate, 
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thereby yielding to this traffic. On the other hand, in case there 
is no or little competing traffic, LEDBAT is designed to fully 
utilize the upstream capacity. 

The principle algorithm of LEDBAT has been implemented 
in the popular BitTorrent client µTorrent [8] and BitTorrent 
Inc.’s commercial product called DNA [9]. According to 
BitTorrent Inc., these proprietary implementations have been 
deployed in large numbers in the Internet with good results [7] 
without specifying what “good” really means. 

The goal of this paper is twofold. First, we implemented 
LEDBAT according to the specification in [7]. We tested the 
implementation in a number of scenarios with a range of 
hardware in order to find out potential weaknesses and 
improvements of the LEDBAT algorithm and to analyze its 
behavior. We created a realistic environment for this purpose 
with real access network products including operator 
equipment that is used in the field. Our second goal on the 
other hand was quite the opposite. Using a range of different 
modems and DSL settings, we wanted to evaluate whether the 
LEDBAT algorithm will actually be necessary with recent 
products. As with any other engineering problem, LEDBAT is 
clearly not the only answer to address it. Home gateway 
manufactures have started to also work on this issue in the 
recent past. With these products evolving over time, the 
question is, will LEDBAT still be relevant in the near future? 

II. RELATED WORK 

Related work can be loosely grouped into three categories. 
The obvious one is at the transport layer, most notably 
congestion control. Congestion control is a research area 
which, for a long time, has continuously received a lot of 
attention. A number of delay-based congestion control 
mechanisms have been designed over the years (e.g. TCP 
Vegas [15]). An overview of work related to LEDBAT is 
documented in [16]. LEDBAT is unique in that it has a very 
clear focus on the upstream bottleneck in common access 
network settings and attempts to achieve a fixed delay target. 
Certain aspects of the algorithm itself have been analyzed in a 
very limited set of scenarios (e.g. all flows with equal RTT), 
relying only on simulations [12]. Based on these simulations a 
slow start algorithm has been proposed which we also evaluate 
in this paper under more realistic conditions. Based on our 
experiments, we doubt that it is actually needed. 

Another category of related work operates at the application 
layer. TCP window tuning is a well researched field, e.g. [17], 
where the size of the receiver window is used to limit the 
sending rate. There are also commercial products that operate 
at the application layer [18]. While their internals are not 
documented the use of window tuning is likely. 

Finally, there are network-centric schemes for worse-than-
best-effort transport such as the “lower effort” per-domain 
behavior for DiffServ [19]. These schemes are often not easily 
applicable to ISP access networks as it requires customers and 
ISPs to cooperate. Such form of cooperation between these two 
parties is assumed to be difficult based on mutual distrust. 
Other schemes that work without explicit packet marking have 
also been conceived [20]. Traffic shaping or deep packet 
inspection by network elements, such as the one we have 

analyzed in this paper, also falls into this category. There are 
known cases where such network elements have classified and 
acted on P2P traffic [21] in large access networks. Also Re-
ECN [25] is a network based scheme. In combination with 
congestion control it can be an effective means to realize a 
scavenger class transport protocol. The changes introduced by 
Re-ECN however are fundamental and not easily deployable. 

LEDBAT as proposed is a congestion control algorithm 
and the evaluation of a new congestion control algorithm is a 
complex endeavor. There is a large set of metrics to consider 
[22] and even for TCP we have not yet arrived at an agreed 
common evaluation suite [23]. From the vast amount of metrics 
to consider, we have chosen a small but sensible subset to 
evaluate the general usefulness of LEDBAT. 

III.  LEDBAT 

LEDBAT [7] is focused on solving the described uplink 
congestion problem rather than being a general replacement for 
the congestion control algorithm used by TCP. It does not 
specify how reliable data transport must be handled. This is left 
up to the application. Target applications for such a congestion 
control behavior are generally – as the name Low Extra Delay 
Background Transport implies - applications that can be 
roughly characterized as background bulk data transfers 
especially in the uplink direction. Typically, these are P2P file 
sharing applications contributing a noticeable fraction to the 
total traffic volume of Internet traffic today. 

Advanced users of P2P applications currently deal with the 
problem associated with the small uplink bandwidth by setting 
a maximum upload rate for the P2P application manually. 
While this solution can indeed be sufficient to allow interactive 
applications to operate satisfactorily when a P2P application 
runs at the same time, it does not utilize the upstream 
bandwidth efficiently. Additionally, this might result in poor 
download rates in cases where the application includes 
incentive mechanisms for sharing such as BitTorrent’s tit-for-
tat [10]. LEDBAT is therefore designed to achieve both at the 
same time, i.e. to yield to other applications that run over TCP 
(or any other loss-based congestion control or non-congestion 
controlled transport protocols) and utilize the uplink capacity 
efficiently in the absence of other traffic.  

The congestion control algorithm used by TCP is loss-
based, which means that packet loss is interpreted as a sign of 
network congestion. This behavior increases the delay 
experienced with TCP since a queue somewhere on the path 
needs to build up before a packet is dropped which will cause 
TCP to reduce its sending rate. The LEDBAT congestion 
control algorithm on the other hand is delay-based. It attempts 
to estimate the current queuing delay on a path and backs off in 
case this delay is too high, i.e. before loss occurs. LEDBAT 
therefore reacts to an increasing level of congestion before TCP 
reacts. This makes LEDBAT less aggressive compared to TCP 
effectively implementing a type of worse-than-best-effort or 
scavenger service. 

In order to achieve its goals, LEDBAT needs two 
fundamental mechanisms – one is the congestion controller 
itself, the other one is a mechanism to estimate the queuing 
delay that will be used as input to the congestion control 



algorithm. As TCP, LEDBAT is a window-based and 
acknowledgement-driven algorithm. With every 
acknowledgement (ACK), the delay parameters are updated 
and the congestion window size is adjusted accordingly. 

In the context of LEDBAT, delay refers to the one-way 
delay, as only the queuing delay on the uplink is of interest – 
i.e. the assumed bottleneck. Instead of a separate out-of-band 
mechanism, LEDBAT makes use of timestamps added to data 
packets by the sender and delay values added to 
acknowledgements by the receiver. The two delay values of 
interest are the base delay, i.e. the lowest possible delay for a 
given connection, and the current delay, i.e. the queuing delay 
estimate as experienced by the last (few) acknowledged data 
packet(s). From these two delay values the current queuing 
delay can be calculated. Assuming that the queuing delay is the 
only variable delay component on a path (i.e. other delay 
components such as processing delays or propagation delays 
are constants), the difference between base delay and current 
delay will result in the current queuing delay – the central 
parameter of interest. Also, as simple differences are used, 
clock offsets at the end points are of no concern. Clock drift, 
assuming linear drift, can be eliminated using well known 
algorithms.  

In order to eliminate short time variations of the current 
delay measurements or singular wrong estimations, a simple 
noise filter is added. It is implemented as a short list of the 
most recent delay measurements of which the lowest is used as 
the current delay value by the congestion controller. Also, the 
base delay estimation is based on a series of the lowest delay 
estimations observed in a time period between 2 to 10 minutes. 
The longer this period is, the higher the probability for an 
accurate base delay estimation, the lower this value is, the 
quicker the base delay reaches the correct value after a route 
change (in case the base delay increases only). 

The central component of LEDBAT is the congestion 
controller. It is a linear controller that attempts to drive the 
current queuing delay against a defined low value, the target 
delay, which the IETF currently specifies at 25ms. This value 
is felt low enough to be not disruptive to traffic such as voice. 
The size of the congestion window is adjusted based on how 
far off the current queuing delay is from the target delay. The 
further the current delay is away from the target (both above 
and below) the larger the adjustment of the congestion window. 
Once both are equal, the size of the congestion window 
remains unchanged. LEDBAT in other words attempts to 
approach and hold the queuing delay at a constant value – the 
target delay. In case other traffic flows through the same queue, 
the queuing delay of the LEDBAT packets will increase and 
LEDBAT will decrease its sending rate. Once this traffic has 
left the queue LEDBAT will ramp up again and attempt to 
approach the defined target delay. 

As even with noise filtering, the delay estimations can in 
principle contain non-negligible errors, there need to be safety 
precautions in order to have LEDBAT never behave more 
aggressively than TCP. The first precaution implemented by 
LEDBAT is that the congestion window is halved on loss. This 
assures that if the queuing delay estimation is severely wrong 
and a queue drops LEDBAT packets, LEDBAT will also react 

to loss as a congestion signal. Also extreme congestion 
situations are handled properly this way. The second safety net 
implemented is to never allow LEDBAT to grow the 
congestion window quicker than TCP. LEDBAT achieves this 
by restricting the maximum ramp-up in a way that it is the 
same as TCP’s ramp-up. More precisely, LEDBAT increases 
its congestion window most aggressively when the estimated 
queuing delay is zero, i.e. the lowest possible and therefore the 
furthest away from the target delay. At that point of the 
potentially fastest ramp-up, LEDBAT only increases the 
congestion window as fast as TCP does. 

IV. TEST SETUP AND IMPLEMENTATION 

We created a laboratory version of an access network, i.e. a 
test setup that consists of the components an operator uses to 
build an access network in the field but under the full control of 
an experimenter including the ability to perform measurements 
without interfering with the parts under observation. 

Fig. 1 illustrates our laboratory setup. We used a current 
version of an NEC Multi-Service Access Node (MSAN) and a 
software Broadband Remote Access Server (BRAS). The 
MSAN aggregates customer access lines and is a layer-2 
device. The BRAS on the other hand represents the IP edge of 
the operator. We use common settings that we have found in 
one of the biggest DSL markets, Europe, such as ATM over 
DSL, and we connect to the operator via PPPoE. In order to not 
interfere with the network segment under test, i.e. the end-to-
end part of the LEDBAT connection, we added a management 
network to connect to all the components of the setup. 

 
The key device in this setup is the DSL modem, which 

today usually comes in the form of a more sophisticated home 
gateway that also functions as a wireless LAN access point, a 
router, and comes with other features such as a number of 
Ethernet ports. To avoid the risk of measuring the particular 
properties of a single modem implementation, we use a range 
of different DSL home gateways from different vendors and of 
different ages to capture a) different vendor implementations, 
b) differences between models of the same vendor and c) the 
evolution of home gateway devices over time. This overall 
setup allows us to use a realistic access network environment in 
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Figure 1. Laboratory setup 



which we can alter parameters that are usually controlled by 
either the operator (such as DSL line rates) or the user (e.g. 
home gateway settings) at the same time.  

We implemented LEDBAT itself, as intended, in user-land. 
The reason for this is simple: an application that comes with 
LEDBAT and that communicates with other instances of the 
same application, as with P2P applications the case, does not 
need to wait for the various OS vendors and communities to 
implement LEDBAT. In other words, there is no migration 
hurdle to overcome. We decided to use the transport protocol 
library UDT [11] to implement LEDBAT inside of it. UDT 
decouples the congestion control algorithm from the reliability 
layer and allows an easy customization of the first.  

UDT needed to be extended with the capability of 
measuring one-way delays. UDT’s current version also 
restricted the solution space to a certain extend. For example, 
the way the congestion window is constructed, we could not 
change segment sizes dynamically and decided to use full, i.e. 
maximum sized segments (MSS). This is in line with the 
throughput maximization goal of LEDBAT. This also implies 
that the congestion window can only be changed in steps of a 
full segment size. As a side note, the current version of the 
LEDBAT Internet draft does not mention variable-sized 
segments as a requirement nor does it describe an algorithm to 
chose and adapt segment sizes, however it notes that such an 
algorithm is being implemented (by BitTorrent Inc.). 

As has been recently shown in [12], a slow start mechanism 
might be needed to assure intra-protocol fairness. The 
algorithm described in [12] drives a LEDBAT flow into loss at 
startup and then reduces its congestion window to one MSS. 
We implemented this algorithm and repeated some of the 
respective experiments in a wider set of scenarios. However, it 
has to be noted that such a slow start behavior is currently not 
specified by the IETF. 

The other parameters of LEDBAT are as follows, the target 
delay is set to 25ms as specified by the Internet draft, the base 
delay history is 10min long and the list of current delays is half 
a congestion window long. 

Our UDT-based implementation has compared to TCP a 
slightly larger protocol overhead. The UDT header consumes 
16 bytes within a UDP packet. Both headers together need 4 
bytes more than a minimal TCP header. Also UDT ACKs 
result in slightly bigger packets than TCP ACKs. But that this 
is due to our implementation choice not due to the LEDBAT 
specs. 

We do not handle clock skew between both end points of 
the LEDBAT connection in our implementation. Instead we 
used the ntpd daemon to synchronize the machines’ clocks. 
This eliminates potential effects of timing issues which we are 
not interested in in this paper. Generally speaking, timing 
issues in LEDBAT could occur due to the fact that time 
information for every packet is added at the application layer, 
so OS processing delays are always measured as well. These 
delays however are only relevant in case they vary 
significantly, as constant delays are not critical for the delay 
estimations. 

We are not aware of any other LEDBAT implementation 
besides the BitTorrent implementation which we cannot 
sensibly configure and measure as its internals are hidden deep 
within BitTorrent’s applications. It is also unknown how much 
of that implementation is aligned with the IETF specifications. 
There is evidence however that at least the parameterization 
differs from the Internet draft [13]. In addition, there is one 
simulator implementation which we are aware of [12] but at the 
point of this writing, the implementation was not publicly 
available and was only used to evaluate a quite restricted set of 
scenarios. Irrespective of that, we cannot rely on simulations 
alone, as the behavior of real world equipment and certain side 
effects are often not accurately modeled in simulations, which 
we will demonstrate later. 

V. EXPERIMENTAL RESULTS 

The experimental evaluation of a new congestion control 
scheme is a daunting task. In the following sections, we focus 
on some of the most basic experiments LEDBAT has to pass in 
order evaluate some of its fundamental properties. What this 
analysis aims at is a first, coarse analysis of the behavior of the 
congestion control algorithm to analyze whether, in a realistic 
setting, LEDBAT achieves what it promises. While this 
analysis is far from complete, it shows a number of 
shortcomings and also demonstrates that an alternative 
approach to LEDBAT might be a more effective solution to the 
overall problem. Another aim of our experiments is to 
understand whether the underlying assumptions of LEDBAT, 
essentially the modem design and behavior, are indeed in line 
with current home gateway designs. These early results are 
important now, as LEDBAT is currently being standardized. 

A. General LEDBAT Behavior 
As a first step, we analyzed the behavior of the LEDBAT 

congestion control response in the presence of competing 
upstream TCP traffic and other LEDBAT flows. In Fig. 2 we 
show the results from our experiments using two different 
LEDBAT variants. The top part of the figure shows LEDBAT 
as described in [7] whereas the bottom two graphs show the 
same algorithm including a slow start phase as described 
before when entering the system. In the top two graphs, all 
LEDBAT flows have the same RTT whereas in the bottom 
graph all flows have different RTTs. The upstream capacity of 
the DSL line was set to 1 Mbit/s. 

At the beginning of our experiments, we introduced four 
LEDBAT flows consecutively into the system at an interval of 
15 seconds as shown in the figure. We did this to observe the 
intra-protocol behavior between new flows entering the system 
and an existing (set of) flow(s) that have reached the steady 
state, i.e. which have reached a steady congestion window size. 

As can be seen in the top figure, the latest flow entering the 
system always achieves the highest throughput (y-axis) without 
slow start. The reason is that the last flow is unable to estimate 
the correct base delay (see small figure-in-figure where the 
relative base delay estimates of the LEDBAT flows are 
shown). Instead it measures the “noise floor” that the other 
flows create as the base delay and in consequence attempts to 
add 25 ms on top of that. Using a slow start algorithm upon 
entering the system increases the probability that the last flow 



can measure the correct base delay as the other flows are 
pushed out of the queue efficiently. With a certain probability, 
one of the first packets sent, after the last flow has reduced its 
congestion window to one, measures the correct base delay. 
The small figure that depicts the (relative) base delays of all 
flows in the middle graph however reveals that while the base 
delay estimates are generally better, they are not guaranteed to 
be correct. Furthermore, we were not able to reproduce a fair 
bandwidth sharing as demonstrated in [12] (using a slightly 
different slow start algorithm). The reason is the following. The 
flow that performs the slow start has still data packets in flight 
which generate ACKs at the receiver side. Since LEDBAT is 
ACK-driven, these ACKs make the latest LEDBAT flow to 
ramp up faster than the ones that have backed off when the 
latest flow entered the system. The only effect that is 
observable is that the other flows can slightly increase their 
throughput as compared to the LEDBAT variant without slow 
start as all flows start after the slow start phase with equally-
sized windows. 

At 120s and for a duration of 2 minutes, we generate a 
single TCP upload using ’scp’. LEDBAT reacts as designed – 
all LEDBAT flows yield. After the TCP upload terminates (at 
240s), the LEDBAT flows ramp up again and consume the 
upstream bandwidth efficiently. The way the flows share the 
bandwidth however is not deterministic in the case of equal 
RTTs. Flows of different RTTs however roughly share the 
bandwidth according to their RTT. The smaller the RTT the 
higher the throughput as the ACK clock allows that flow to 
ramp up faster. That means that even if the slow start 
mechanism would initially work, i.e. would result in all 
LEDBAT flows to share the bandwidth equally, upstream 
traffic can revert this effect. In a realistic setting, it is therefore 
questionable whether a slow start indeed is needed as it can be 
quite disruptive in terms of added delay.  

At 300s and for a duration of 5 minutes we simulated http 
traffic using JMeter [24], i.e. web page requests at an average 
rate of 6 per minute with a probability distribution of 

0.4/0.4/0.2 that 4kb, 128kb or 512 kb of resources are being 
fetched respectively. As can be seen in the figure, this traffic 
pattern can result in all flows being able to estimate the correct 
base delay. The first two figures show this nicely. In the equal 
RTT case, this also results in all LEDBAT flows to share the 
bandwidth equally. However, when RTTs are different, this 
effect is not applicable. It can even happen that flows change 
the way they share the bandwidth. At about 490s in the bottom 
graph the highest RTT flow starts to ramp up and achieves the 
highest throughput. The reason is that the http traffic forces the 
LEDBAT flows to ramp down slightly. The highest RTT flow 
reacts the slowest and by chance is able to ramp up. This is 
another argument why slow start at the beginning might not be 
that useful as cross-traffic will likely disrupt an equal 
bandwidth allocation if indeed achieved. 

After about 600s the LEDBAT flows remain the only 
traffic in the system and the way they share the bandwidth 
remains stable, yet unequal in the different RTT case. 
However, after some time the flows again start to change the 
way they share the available bandwidth. This time the reason is 
quite different and is due to the way LEDBAT calculates the 
base delay. Some flows constantly measure a base delay that is 
too high as they measure themselves on top of the noise that 
the other flows generate. After the base delay history looses the 
earlier (more accurate) measurements, the base delay becomes 
overestimated which causes those flows to ramp up. Since the 
RTTs in the two top graphs are equal, this effect is more 
pronounced in those scenarios, as the flows are essentially 
synchronized. 

B. Experiments with Modern Home Gateways  
As already mentioned, we used a variety of home gateways 

for our experiments. Our general observation is that their level 
of sophistication is increasing which is not only restricted to a 
growing number of features but also the maturity of the 
existing components. As an example, we found from the range 
of home gateways and modems we tested, that e.g. the modem 

 
Figure 2. LEDBAT behavior 



queue length is decreasing. We had older modems with queues 
that could hold about 256 packets, whereas the modern models 
now typically hold something in the range of 32 packets, 
independent of the packets’ sizes. 

Tuning the parameters of home gateways cannot fully solve 
the LEDBAT problem on its own though. Therefore, 
manufacturers started to add traffic shaping functionality to 
their products. The way this usually works is to define packet 
filters that will assign positively matched packets to differently 
prioritized traffic classes. The home gateway we show in the 
following evaluation allowed defining both, four traffic classes 
(plus their priority relations) and the way traffic is classified. 
The provided, predefined filters prioritize “important” packets 
such as VoIP, HTTP, ICMP or TCP ACKs. Interestingly, in 
some newer versions of the products we tested, the traffic 
shaping feature of the home gateway cannot be switched off 
any more. This is an indication that some manufactures believe 
that this feature is stable and mature enough to be enabled by 
default. 

 
Fig. 3 shows three different variants of the same scenario in 

which we have a voice call which competes with other traffic. 
In the top two graphs, the call competes with a LEDBAT flow 
whereas in the bottom graph the VoIP call competes with a 
regular TCP flow. The bottom two graphs show a scenario 
where the home gateway has traffic shaping switched on i.e. 
the VoIP call is prioritized over the competing flow (using 
factory default settings).  

In the top figure, one can see that LEDBAT fulfills both of 
its design goals reasonably well, i.e. it maximizes the 
throughput while yielding to the VoIP call sufficiently. The call 
experiences an additional average delay penalty of around 
35ms. The negative impact of the slow start can be seen in the 
top figure. The traffic shaping home gateway however 

outperforms LEDBAT. This should not come as a surprise as 
the home gateway has full control over the buffer and does not 
need to probe the network like LEDBAT does. The bottom 
graph shows that even standard TCP can be used in 
combination with this type of home gateway and the voice call 
only experiences an additional added average delay of less than 
10ms. Combining LEDBAT and a traffic shaping home 
gateway still performs better than LEDBAT alone using the 
default settings. 

Fig. 3 demonstrates clearly that the problem can most 
efficiently be solved where it occurs – at the home gateway. 
There are obvious implications. LEDBAT is a more general 
solution to the problem and comes with the application while 
the home gateway needs accurate filters which might need 
adaptation over time. 

C. Sensitivity to Different Target Delays 
LEDBAT has one central parameter – the target delay. 

Choosing the right value for the target delay is not trivial and 
the IETF has chosen a low value of 25ms in order to be 
marginally intrusive. This choice however is rather based on 
gut feeling than on scientific reasoning or empirical evidence. 
The central question is why an application developer would use 
25ms rather than a higher value in order to “win” over other 
LEDBAT-based applications. As an example, imagine two 
LEDBAT-based applications one which chooses a standards 
conformant and another one choosing a 40ms target delay. 
40ms still seems sufficiently low for interactive applications 
but will effectively achieve a higher throughput compared to 
the one that adheres to the specification. In other words, from a 
user perspective, the second application will perform better. 
Therefore playing with the target delay seems tempting for 
application developers. In fact, according to [13] the BitTorrent 
equivalent of LEDBAT chooses 100ms as a target delay. 

 
Figure 4. LEDBAT flows with different target delays 

Figure 3. Traffic prioritization vs. LEDBAT 



In order to find out how sensitive LEDBAT is to variation 
of the target delay parameter, we set up an experiment again 
where we introduced LEDBAT flows consecutively into the 
system. This time each new flow had a delay target that is 
lower than the previous one. As we have seen in our previous 
experiments, the LEDBAT flows entering last into the system 
always achieved the highest throughput. With this experiment, 
we can observe with which target delay difference between 
flows this situation changes. 

Fig. 4 depicts three scenarios again. The first one consists 
of flows with a delay target difference of 2ms. As can be seen, 
in our setup 2ms are not enough to change the situation. In the 
middle graph, the LEDBAT flows have a target delay which 
differs by 5ms. Here the situation changes completely. The first 
flow remains the one that achieves the highest throughput. On 
the one hand this is partly due to the setting of the experiment 
but it demonstrates that slight variations of the target delay will 
already be sufficient to let such a LEDBAT-based application 
starve standard compliant implementations. This is an open 
invitation for an arms race between LEDBAT-based 
applications. 

The bottom graph in Fig. 4 shows again 4 flows with a 
delay target difference of 5ms, this time however, the flows are 
traversing a home gateway that performs traffic shaping. 
LEDBAT flows are classified as lowest priority traffic by 
manually creating a non-default filter. The flows show a 
completely different behavior. The flows still roughly achieve 
the same throughput. This is also interesting in the sense that it 
achieves some form of (imperfect) intra-protocol fairness 
which will be hard to achieve with a mechanism at the end 
host. The reason is that the queuing discipline is not simple 
FIFO drop tail anymore but a more sophisticated scheme. 
Modern home gateways therefore challenge the fundamental 
assumption of LEDBAT. Especially, as the lowest priority 
class is the right class for background traffic. 

D. Competing Traffic in the Background Class 
We have seen that modern home gateways do not only 

implement drop tail queues. The background class queue will 
of course be the class which manufacturers will sort P2P traffic 
into. We therefore evaluated the way LEDBAT and TCP share 
this queue. 

Fig. 5 shows the scenario also shown in Fig. 2. This time, 
all flows have the lowest priority in a traffic shaping home 
gateway. If the queue type were the same as in Fig. 2, we 
would expect the same general behavior as seen before. The 
flows however behave quite differently. All flows roughly 

share the same throughput. When the TCP upstream traffic 
enters the system it achieves a higher throughput than the 
LEDBAT flows but significantly lower than before. In essence, 
LEDBAT does not yield anymore as designed and intra-
protocol fairness is ensured by the home gateway. 

The lesson from this experiment is that simple queuing 
disciplines like FIFO drop-tail are probably a not well-funded 
assumption for a congestion control scheme. Even if this 
assumption is made, it has to be ensured that the new scheme 
does not impact the overall performance of the system 
negatively. Such elaborations are currently missing from the 
IETF draft. 

VI. CONCLUSIONS 

Obviously, there is always more than a single solution to a 
problem. The root of the problem we looked at is found in the 
upstream buffers of modems in combination with upstream 
heavy applications, such as peer-to-peer applications, that 
compete in these buffers with interactive applications. 

The IETF has chosen LEDBAT as the solution to this 
problem which tackles it with congestion control means in the 
end hosts. Some device manufacturers have neither been idle 
nor ignoring this issue in the meantime. They have introduced 
traffic shaping capabilities to their home gateways as an 
alternative solution. Both solutions provide what users usually 
want, i.e. their interactive applications run smoothly while the 
background traffic uses as much of the spare capacity as 
possible. 

Generally, our experiments confirm that LEDBAT indeed 
yields to TCP flows and efficiently uses the upstream 
bandwidth in the absence of competing traffic when simple 
drop tail queuing in the modem is used -  one of the underlying 
assumptions of LEDBAT. We were not able to confirm earlier 
simulation results that suggest intra-protocol fairness using a 
slow start algorithm. This is partially due to our 
implementation as it differs in some details such as the absence 
of a paced mode that spreads data traffic equally over an RTT 
and does not immediately react on an ACK. But we showed 
that such a mechanism cannot assure intra-protocol fairness in 
more realistic scenarios with different RTTs (which were not 
used in the simulation study [12]). We therefore conclude that 
such a mechanism is not needed. 

We also did experiments with lower upstream capacity 
which we did not show in this paper. The results from these 
experiments suggest that an adaptive segment sizing 
mechanism is needed in these scenarios (e.g. 512kb/s and 
below) in order to have a reasonable amount of packets in the 
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queue before reaching the delay target. E.g. a 1500 byte 
segment remains 93ms in the queue when the uplink rate is a 
mere 128kbit/s. Even with constantly increasing upstream 
capacities, these scenarios are not unlikely as DSL rates depend 
on the local loop length which can still be long, e.g. in rural 
areas. This should be added to the standard. 

Our experiments with modern home gateways show that 
vendors have started to solve the same problem as well. We 
were able to show that with standard TCP and interactive 
applications, the overall performance of the home gateway-
based solution is much more effective than LEDBAT. Also, 
current home gateways do not always implement simple 
queuing disciplines. In case more sophisticated queuing 
schemes are used, LEDBAT does not necessarily behave in a 
desirable way. In other words, while both solutions work well 
in isolation, i.e. when either the one or the other is used, they 
might not work well in combination. It appears that the IETF 
and home gateway manufactures need to be in a dialog 
regarding the LEDBAT specification. It is important that such 
side effects are studied in more depth. 

Both solutions differ in a number of aspects. An application 
that comes with LEDBAT congestion control will not cause the 
problem in the first place. It will yield to the traffic of every 
other application. Traffic shaping on the other hand solves the 
problem for all applications at the same time as all traffic 
passed through the home gateway. It is also more versatile as it 
allows specifying different traffic treatment classes on the one 
hand and also it allows defining which applications are more 
important to the user than others. LEDBAT divides traffic 
simply into background traffic and non-background traffic, a 
more differentiated treatment, e.g. between HTTP and voice 
cannot be done. We could also observe that only the home 
gateway was able to achieve some form of intra-protocol 
fairness which the LEDBAT solution could not achieve. Intra-
protocol fairness might not matter in common P2P settings as 
the overall throughput is only of interest and P2P traffic yields 
to TCP. However, if two or more applications run behind the 
same home gateway at the same time, one application can 
effectively starve the other in case one of its flows has the 
lowest RTT or highest target delay, as we showed. 

If congestion notification schemes like Re-ECN [25] are 
deployed, an application layer protocol like LEDBAT might 
need an update too. LEDBAT’s design goals state to use such 
schemes where available, but it does not specify how or 
whether LEDBAT is not recommended for use in such 
situations. It also depends on the framing mechanism which is 
not specified by the IETF as LEDBAT might, and quite likely 
will, run over UDP. At the same time, it might be tempting for 
home gateway manufacturers to make the home gateway react 
on ECN notifications for flow assignments, too. 

 To answer our own question from the beginning of this 
paper, will LEDBAT still be relevant? It appears that LEDBAT 
currently is relevant as many deployed devices do not support 
traffic shaping. But as these are replaced, it could well be that 
traffic shaping will soon be universally available and the 

default behavior. Once that is the case, it appears that 
LEDBAT will not be needed any more. With a number of open 
questions, the standard still being defined and developers 
catching up, it might be too late for LEDBAT to be useful on a 
larger scale. 
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